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Introduction

 



Å Time series is a set of observations; each one being recorded at a 

specific time.

Time and Space

Å Spatio-temporal data is a type of data that combines spatial and 

temporal dimensions, capturing how measurements or 

observations vary across different locations over time.

Å Forecasting is estimating how the sequence of observations will 

continue into the future.

Å Spatiotemporal data can be modeled as graph-structured data, 

particularly when the data involves complex relationships, such as 

sensor networks, traffic flow, or social interactions.



Traffic monitoring Weathermonitoring Smartcities

Social Interactions Stock marketsEpidemics

Examples
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Capitallettersdenotethe stackedN time series, i.e., X t ᶰ NĬdx , U t  ᶰ NĬdu .

Ÿ Wecall thedimensionspanning thecollection as spatial dimension.

Collections of time series

We consider a set ꜠ of ὔ correlated time series. Each Ὥ-th time series can be associated with:

¶ observations ●◄
░ᶰᴙ  at each time step ὸ;

¶ exogenous variables ◊◄
░ᶰᴙ  at each time step ὸ;

¶ a vector of static (time-independent) attributes ○ᶰᴙ .



Weconsidera time-invariantstochasticprocessgeneratingeachtime seriesas

andassumetheexistence of aGranger causalityamongtimeseries.

Furthermore, time series areassumed to be

a. homogenous,

b. synchronous,

c. regularlysampled.

Åcan be generated by different processes.

Notation:

! Assumptionsa, b, c canberelaxed(to bediscussed later).

Correlated time series

●Ḑὴ ● ╧᷄ ȟ╤ ȟ╥ for all Ὥ ρȣὔȟὸ πȟȣȟὝ ρ

ת ╧ȟ╤ȟ╥
ὢ ὢȟỄȟὢ ȟὢ



Å X < t collectsground-levelmeasurementsof severalair pollutantvariable.

Å Ut storesidentifiersfor time-of-the-day andday-of-the-year.

Å V collectsstaticsensorôs features,suchaselevation, slope,andaspectof thestationlocation.

Ÿ Time seriescorrelationsreflectthespatialproximity andtopographiccharacteristicsnetwork.

Ref: Chakraborty et al., ñE-STGCN: extreme spatio-temporal graph convolutional networks for air quality forecastingò, JRSS-Series A 2026.

Example: Ground-station AQI monitoring system



Å X < t collectsmonthly active TB cases recordedin each of Japanôs 47 prefectures.

Å Ut storesidentifiersfor month-of-the-year.

Å   V collectsspatial locations (e.g., prefectures or provinces).

Ref: Chakraborty et al., ñEpidemic-guided deep learning for spatiotemporal forecasting of tuberculosis outbreakò, Mach. Learn. 2025.

Example: Epidemics - Tuberculosis cases in Japan



Considerasensornetwork monitoringthespeedof vehicles or traffic flow atcrossroads.

Time

Å X < t collectspasttraffic speed(or flow) measurements.

Å Ut storesidentifiersfor time-of-the-dayandday-of-the-week.

Å V collects static sensorôs features, e.g.,typeor numberof lanesof the

monitored road.

Ÿ Strongdependencies amongtimeseriesthatreflecttheroadnetwork.

Example: Traffic monitoring system

Fig: Sensor distribution of PeMS-BAY dataset

Ref: Chakraborty et al., ñSpatiotemporal Forecasting of Traffic Flow Using Wavelet-Based Temporal Attentionò, IEEE Access 2024.



Forecasting is estimating how the sequence of observations will continue into the future.

Time series forecasting 

1. we have a good understanding of the factors that 

contribute to it

2. there is a lot of data available

3. the future is somewhat similar to the past

4. forecasts canôt affect the thing we try to forecast.

Something is easy to forecast if:

Ref: Hyndman et al., ñForecasting: Principles and Practiceò, 2020.



Multi -steptime-seriesforecasting:

Givenawindowof WÓ1 pastvalues

X tīW: t = [X tīW , . . . , X tī1] ,

predictH Ó1 future observations

X t + h h = 1, . . . , H.
time

In particular,weareinterestedin learningamodel ꞈ ( ·, ·, ɗ) s.t.   ꞈ 8 ȡȟ╤ȡ ȠⱣ ╧ȡ Ὁ ╧ȡ

Probabilistic predictorscanbeconsideredaswell, but for now, we focusonpoint forecasts.

Forecasting 

Forpointpredictors,parametersɗcanbelearnedby minimizingacostfunctionǎ( · , · ) (e.g.,MSE)on a

trainingset:



Local models

Example: Box-Jenkinsmethod

Tailoredto eachtimeseries.

   Inefficient.

Global models

Example: DeepAR*

Sampleefficient.

Allows for morecomplex models.

Global and local models

 Both approaches neglect dependencies among time series.

*Ref: Salinas et al., ñDeepAR: Probabilistic forecasting with autoregressive recurrent networksò, IJF 2020.



ÅOneoptionis to consider theinputassinglemultivariate timeseries

 Ÿ Resultingpredictorsarelocal:

  - High samplecomplexityandpoorscalability.

ÅModelsoperatingonsetsof timeserieswouldallow to keepparametersshared.

Ÿ Resultingpredictorsareglobal:

- Canbeimplemented by attention-basedmodels(e.g,Transformers).

- Doesnotexploitstructural priors, highcomputationalandsamplecomplexity.

ÅOthermethods* rely ondimensionality reductionto extract sharedlatentfactors.

- Might work well if data arelow-rank.

- Localandrelationalinformation arelostandcanstill sufferfrom, scalabilityissues.

Accountingfor spatial dependencies

*Ref: Sen et al., ñThink globally, act locally: A deep neural network approach to high-dimensional time series forecastingò, NeurIPS 2019.



Ç Eachtimeseriesis processed independently.

Ç Parameters areshared.

Ç   Effectiveandsample efficient.

Ç Spatial Dependenciesare neglected.

Moderndeeplearningmethodsfor timeseriespredictiontasks(e.g.,forecasting) rely onasingle

neural networktrainedona collectionof relatedtime series.

History Predictions
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Ref: Benidiset al.,ñDeepLearningfor Time SeriesForecasting:Tutorial andLiterature Surveyò,ACM CS2022.

Deep learning for time series



Wewill showgraphdeeplearning(GDL) providesappropriateoperatorsto gobeyondtheselimitations.

History Predictions

Ç Dependenciesareembeddedinto the

processingasinductivebiases.

Ç  Operate onsetsof correlated time series.

Ç Parameters areshared.
GNN

GNN

GNN

GNN

GNN

time

Ç Thereareinherentchallengesin applyingthisprocessingto datafrom therealworld.

16

Graph deep learning for time series & spatiotemporal data

Ref: Cini, Marisca, Zambon, and Alippi , ñGraph Deep Learning for Time Series Forecastingò, ACM CSUR 2025.



This tutorialpresentsadvancescoming from thecombinationof

1. deeplearningfor timeseriesand

2. deeplearningongraphs.

Theobjective of thetutorial is to provide:

1. a comprehensiveframework for graph-basedtime series andspatiotemporalprocessingmodels;

2. methodsto addresschallenges andpotentialpitfalls;

3. toolsand guidelinesfor real-world applicationsand developingnew methods.

Thispresentationis complementedby aHands-on-coding session in Python. 

What this tutorial is about



Graph-based representation

 



A lot of real-worlddatadoesnotñliveòongrids

StandardCNN andRNN architecturesdonôt 

work onthisdata

Graph-structured Data

Graphs are the main modality of data we receive from nature.



Å Graph represents the relations (edges) between a collection of entities (nodes) quantified using weights.

What is a Graph?

Fig: Attributes of undirected weighted graph

Vertex (or node)

Edges (or link)

Global context

(or master node)

Å Graph ὋὠȟὉȟὡ ȡὠ ÎÏÄÅÓȟὉ ÅÄÇÅÓ (link node pairs)ȟὡ ×ÅÉÇÈÔÓ ÁÁÓÓÏÃÉÁÔÅÄ ×ÉÔÈ ὩὨὫὩί.
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ὃ  

Adjacency matrix of a symmetric weighted graph

Å Adjacency matrix (A) of a graph is a sparse matrix with non-zero elements denoting graph weights.



Discrete-Time Dynamic Graph 

Spatio-Temporal Graph

Dynamic Graphs

Reference: https://geometricdeeplearning.com/

Å Topology is fixed, but features 

change over time

Å (Usually) observed at regular 

intervals

Å Examples: Air pollution level

Ὃ ὠȟὉȟὢ

Å Both topology and features change 

over time

Å However, graph is observed at 

regular intervals

Å Examples: Collaboration network

Ὃ ὠȟὉȟὢ

Ὃὸ ὼȟὼȟȣ  

π ὸ ὸ Ễ ὸ

A dynamic graph is a type of graph whose structure (nodes and edges) and/or associated properties (attributes 

of nodes, ὢ) change over time.

Continuous-Time Dynamic Graph 

Å Most general formulation

Å Each change in the graph is observed 

individually with its timestamp

Å Examples: Protein-protein 

interaction network

https://geometricdeeplearning.com/


Exploit functionaldependenciesasaninductivebiasto improve the forecasts.

Á Wecanmodelpairwiserelationshipsexistingat timestept with 

adjacencymatrix A t ᶰ{0 , 1} NĬN .

Å A t  canbeasymmetric anddynamic (canvarywith t).

time

Relational information (with attributes)

Á Optional edge attributes ▄ ᶰᴙ  can be associated to each non-zero entry of ═.

Á The set of attributed edges is denoted by

꜡ḣ ὭȟὮȟ▄ ᷄ᶅ ὭȟὮȡ ═ ὭȟὮ πȢ

Ÿ Edgeattributes canbebothcategorical or numerical.

Ÿ Traffic monitoring system: Edges in E can be obtained by considering the road network 

 Road closures and traffic diversions can be accounted for with a dynamic topology ꜡



Ref: Cini, Marisca,Zambon,andAlippi, ñGraphDeepLearningfor Time SeriesForecastingò,ACM CSUR2025.

Graph-based representations for correlated time series

꞉ḣ ╧ȟ╤ȟ꜡ ȟ╥ contains the available information w.r.t. time step ὸ.



Forecastscan be conditionedon the availablerelational

information꜡  Ḋ 

Theconditioningcan act as a regularizationto localize

predictionsw.r.t.eachnode.

Ç Relationalpriorsprunespuriouscorrelations.

Ç More scalablethan standardmultivariatemodels.

Ç Canforecast anysubsetof correlated time series.

Relational inductive biases for time series forecasting



ÅTakeadjacencymatrix:

ÅConcatenatethem:

ÅFeedtheminto deep(fully connected)neuralnet

andfeaturematrix:

[A , X ]

Problems:

ÅHugenumberof parameters

ÅRe-train if graphchanges

? Weneedweightsharing!

A naïve approach

Modelwish list:

ÅTrainablein time

ÅApplicableevenif theinputgraphchanges

Graph:

A B C D E Feat

0 1 1 1 0 1 0

1 0 0 1 1 0 0

1 0 0 1 0 0 1

1 1 1 0 1 1 1

0 1 0 1 0 1 0

A
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E

?
Possible Solution:

Deep Learningongraphsor

GraphNeural (Convolutional) Networks

C

A B

D

E



Graph Neural Networks

 



A Brief History of Graph Neural Nets



Main Idea:Passmessagesbetweenpairsof nodesandagglomerate

AlternativeInterpretation:Passmessagesbetweennodesto refinenode (andpossiblyedge)representations

Graph Neural Networks (GNNs)

é é

é

Input

Hidden layer

ReLU

Output

ReLU

Hidden layer



Å GNNs utilize neural message passing network to exchange information amongst neighboring nodes and 

influence each otherôs updated embeddings as follows:

Neural message passing in GNNs

Transform 

function

Aggregate information 

from adjacent nodes

Update graph with 

new information

i. For each node in the graph, all the 

neighboring node embeddings 

(messages) are gathered.

ii. All  messages are aggregated via an 

aggregate function (like sum).

iii. All  pooled messages are passed 

through an update function, usually 

a learned neural network. Fig: Updating the highlighted node embedding using adjacent nodes 

through neural massage passing network.



Classification and Link Prediction with GNNs



Considerthis 

undirectedgraph:

Calculateupdate 

for nodein red:

Update 

rule:
: neighborindices

: norm.constant 
(peredge)

Note:Wecouldalsochoosesimpleror moregeneralfunctionsovertheneighborhood

Graph Convolutional Networks (GCNs)

Ref: Kipf & Welling,ñSemi-supervised classification with graph convolutional networks,ò ICLR 2017.

        Duvenaud, David K., et al. ñConvolutional networks on graphs for learning molecular fingerprints,ò NIPS 2015.

        Li et al. ñGated Graph Sequence Neural Networksò, ICLR 2016.

        

         



Spatiotemporal Graph Neural Networks

 



History Predictions

STGNN

STGNN

STGNN

STGNN

STGNN

                      time

Spatiotemporal Graph Neural Networks

We call spatiotemporal graph neural networks (STGNNs) a neural network exploiting both temporal and 

spatial relations of the input spatiotemporal time series.

We focus on models based on message passing (MP).



History

ENC ST M P DEC

ENC ST M P DEC

ENC ST M P DEC

ENC ST M P DEC

ENC ST M P DEC

ÅENC(· ) is theencodinglayer, e.g.,implemented by anMLP.

ÅSTMP(· ) is astackof spatiotemporalmessage-passing(STMP) layers.

ÅDEC(· ) is thereadout layer, e.g.,implementedby anMLP.

Predictions

34

A general recipe for building STGNNs

We consider STGNNs consisting of three main components

time

Ref: Yu et al., ñSpatio-temporal graph convolutional networks: a deep learning framework for traffic forecasting.ò IJCAI, 2018.



Representationsareupdatedasfollows.

ÅENC(· ) processeachobservationindependently.

ÅSTMP(· ) is wherepropagation throughtime andspace happens.

ÅDEC(· ) mapseachrepresentationto predictions.

A closer look at STGNNs



STMPblockscanbedefinedas:

Eachblockprocessessequenceswhile accountingfor relational dependencies.

As in standardMP operators:

ÅMSGl( · ) is a messagefunction, e.g., implementedby temporalconvolutionallayers.

ÅAGGR{ · } is a permutationinvariant aggregationfunction.

ÅUPl( · ) is an updatefunction, e.g.,implementedby anRNN.

! Blockscanbeimplementedby composingMP andsequencemodelingoperators.

Ÿ Manypossibledesignsexist. Most popular is:

Spatiotemporal Message-Passing (STMP)

× Time-and-Space (T&S): Temporal and spatial processing cannot be factorized in two separate steps.

Ref: Gilmer et al., ñNeural message passing for quantum chemistryò, ICML 2017.



In T&S models,representations ateverynodeandtimestep areobtained by jointly propagating

representationthrough time and space.

Severaloptionsexist:

ÅIntegrateMP into neuraloperatorsfor sequentialdata.

ïGraphrecurrentarchitectures,spatiotemporalconvolutions,spatiotemporalattention,...

ÅUsesequence moldingoperatorsto compute messages.

ïTemporalgraphconvolutions,spatiotemporalcross-attention,...

ÅProduct graph representations (omitted here ï see [*])

Time-and-Space (T&S)

*Sabbaqi et al., ñGraph-time convolutional neural networks: Architecture and theoretical analysisò, TPAMI 2023.



Ref: Chunget al.,ñEmpiricalevaluationof gatedrecurrentneuralnetworkson sequencemodelingò2014. (Fig: AI generated)

Example 1: From Recurrent Neural Networks...

Consider a standard GRU cell

Time series are processed independently for each node or as a single multivariate time series.



Wecanobtain aT&S modelby implementing thegates of theGRUwith MP blocks:

Å By replacing the linear transformations in a standard GRU with graph message passing operations, the model 

can capture both temporal dynamics and spatial dependencies on graphs. 

Å These T&S models are known as graph convolutional recurrent neural networks (GCRNNs).

...to Graph Convolutional RNNs

Ref: Seo et al., ñStructured sequence modeling with graph convolutional recurrent networksò, ICONIP 2018.



Spatiotemporalconvolutionalnetworks(STCNs)insteadalternate spatial and temporal convolutions:

1. Computeintermediaterepresentationsby usinga temporalconvolutionallayer:

whereTCNl indicatesa temporalconvolutionallayer.

2. Computetheupdatedrepresentationateachtimestepby usingagraphconvolution:

Example 2: Spatiotemporal Convolutional Networks 



Ç Thefirst exampleof sucharchitectureis theSTGCNbyYu etal.

Ç Themodelis obtainedby stackingSTMP

blocks consisting of

Åa (gated) temporal convolution;

Åa polynomialgraphconvolution;

Åa second(gated)temporalconvolution.

Spatiotemporal Convolutional Networks 

Ref: Yu et al., ñSpatio-temporal graph convolutional networks: a deep learning framework for traffic forecastingò, IJCAI 2018.



A moreintegratedapproachinsteadconsistsof implementinga temporalpropagationmechanismin the

messagefunction.

Forexample,wecandesignSTMPlayerss.t.

Analogousmodelscanbebuilt with anysequencemodelingarchitecture.

Ÿ Example: manyrely onattention-basedoperators(Ref).

Ref: Mariscaet al.,ñLearningto ReconstructMissingDatafrom SpatiotemporalGraphswith SparseObservationsò,NeurIPS2022.

Wu etal.,ñTraverseNet:Unifying SpaceandTime in MessagePassingforTraffic Forecastingò,TNNLS 2022.

Example 3: Temporal Graph Convolution



Graph-basedprocessingallowsusto

Ç  learn a single inductive (global) model...

Ç ...whileconditioningon relatedtime series 

in asparsefashion.

Ç  The costof thisoperationreducesfrom

O(N 2) to O(| |꜡)

The Scalability Feature

Spatiotemporal data span ï as the name 

suggests two dimensions:

Åthe spatial dimension ï the number of 

time series.

Åthe time dimension ï the number of time 

steps per time series.



W: lengthof time series· N: numberof nodes· |꜡ |: numberof edges· L: numberof MP layers

Thecomputational complexityof T&S modelsis givenby:

Å node-wisetemporalprocessingïO(WN)
Ÿ O(W(N + L|꜡ |))

Å L MPlayersfor eachtime stepïO(WL| |꜡)

Computational complexity of STGNNs

ÇThe key point is that using graph message passing avoids fully connecting all nodes. 

ÇSTGNNs become much more efficient than dense spatiotemporal models.



Other Applications of STGNNs

Ref: Jin, Ming, et al. "A survey on graph neural networks for time series: Forecasting, classification, imputation, and anomaly detection." IEEE TPAMI (2024)



Handling Extremes in STGCN

 



Air Quality: A Global Concern

Å Emission of particulate matter and harmful gases in the air 

from industrialization degrades air quality levels leading to 

harmful health hazards.

Å WHO has set National Ambient Air  Quality Standards 

(NAAQS) for major air pollutants to protect the public health 

and environment.

Å Despite several efforts, Delhi (Capital of India) remains 

themost polluted capital city in the world as of early 2024. 



ÅIn efforts to monitor and reduce the air pollution levels, the Central 

Pollution Control Board (CPCB) in Delhi has installed a network of 

forty ground-based sensors at different strategic locations.

ÅThe sensors collect near real-time (hourly) data on the concentration 

levels of major air pollutants, e.g., PM10, PM2.5, NO2. 

ÅThis timely information empowers the pollution control management 

system, facilitating informed decision-making to reduce pollution 

levels.

Air Quality Data of Delhi



PM2.5 PM10 NO2

Fig: Evolution of Pollution Concentration recorded in Delhi during 2019 ï 2022*. 

V Nonlinear V Non-stationary V Long-term 

dependency

V Seasonality V Extreme 

events

*NAAQS Thresholds for PM2.5 is 60 ɛg/ά , PM10 is 100 ɛg/ά , and NO2 is 80 ɛg/ά  (ɛg/ά  - micrograms per cubic meter air).
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Daily pollutant concentration levels of PM2.5, PM10, NO2 were obtained from 40 ground-based sensors of 

Delhiôs CPCB during 1st January 2019 till  31st December 2023. 

Delhi Air Quality Data Characteristics



ÅIn classical statistics: focus on average behavior of stochastic process (Central Limit Theorem)

ÅIn extreme value theory: focus on extreme and rare events (Fisher-Tippett Theorem)

Extreme Value Theory

ÅBlock Maxima Method

ὓ ÍÁØὢȟȣȟὢ

ὓ  follows a Generalized Extreme Value distribution

ÅPeaks over Threshold (PoT)

ὢ †᷄ ὢ ʐ

very large threshold ʐ follow a Generalized Pareto 

distribution (GPD)

PM2.5 level

Fig: Block Maxima method on PM2.5 level in Alipur, Delhi

Fig: PoT method on PM2.5 level in Alipur, Delhi



Delhi sensor location PM2.5 level in Alipur, Delhi GPD Fitting

Extreme Values in AQI Data

Fig: PoT analysis of PM2.5 concentration level recorded daily during 2019 ï 2022 at Alipur, Delhi  

Å In Delhi, the air pollution level increases with the onset of winter due to the land-locked geographical location 

and low temperature restricting the dispersion of the pollutants (Extreme measurements arise). 

Å  How can we accurately forecast AQIs for Delhi in the presence of extremes?



E-STGCN Framework

Å Output:  ή ρ steps ahead forecast ╧ ȟȣȟ╧  based on Ὕ historical observations.

Å Input: Pollutant concentrations across ὔ sensors at timestamp ὸȟ╧◄ ὢȟȣȟὢ ᶰᴙ Ƞ ὸ  ρȟȣȟὝȢ

Å Procedure:

o Design a spatiotemporal graph with nodes (sensor locations) and edges (interconnections).

o The input can be represented as =꞉{ 1꞉, ꞉ 2,é, T꞉ } with  ꞉={╧◄, ὃ} being the graph at time ὸ and 

     ὃɴ ᴙ  being the static adjacency matrix. 

where ‰, ‗ is the latitude, longitude of sensor Ὥ, with „ȟ ‭ controlling the sparsity of ὃ, and 

Ὑ represents Earth's radius.

Ὠ ςὙÓÉÎ ÓÉÎ
‰ ‰

ς
ÃÏÓ‰ ÃÏÓ‰ ÓÉÎ

‗ ‗

ς

ὥ ÅØÐ
Ὠ

„
ȟ when Ὥ ὮȟÅØÐ

Ὠ

„
‭

o Compute ὃ ὥ  using the weighted Haversine distance as   



o Encode the structural and feature-based aspects of the graph using GCNs (ὑ layers) through neural 

message passing mechanism for node Ὥ as follows: 

InitializeὬ
ȟ

ὢ

Representthe node

featuresbased on its

relational structure

Initial nodefeaturesNeighborhood featuresMessage parameterized 

through an MLP

Ὤ
ȟ

 Ὢ ὡ
Вᶰﬞ Ὤ

ȟ

ȿﬞ Ὥȿ
ὄ Ὤ

ȟ
 ȠὯ ρȟςȟȣȟὑ

o Generate the spatiotemporal embedding based on the GCNsô representations using an MLP as:

ὤ $ÅÎÓÅὬ
ȟ

E-STGCN: Spatial Module



o The mathematical formulation of the chain-like architecture in LSTM with input gate (╘◄), forget gate (╕◄), and 
output gate (╞◄) can be expressed as:

where ἧἼ is the concatenation matrix with ὴ lagged values of ╩Ἴ and previous hidden state ╗Ἴ , the new   
memory ╜Ἴ at time ὸ is used to update the cell state ἍἼ (long term memory) and hidden state ╗Ἴ (short term 
memory). 

ἐἼ 2Å,5ὟἧἼ ὄ ȠἓἼ 2Å,5ὟἧἼ ὄ Ƞ

ἙἼ ÔÁÎÈὟ ἧἼ ὄ ȠἍἼ ἐἼṩἍἼ ṥἓἼṩἙἼȠ

ἛἼ 2Å,5ὟἧἼ ὄ ȠἒἼ ἛἼṩÔÁÎÈἍἼ ȟ

ǴἨἼ ȟǴἨἼ ȟȣȟǴἨἼἹ 2Å,5Ὗ ἒἼ ὄ

E-STGCN: Temporal Module

o Provide the spatiotemporal embedding ╩◄ ὤȟȣȟὤ  to the Temporal Block: LSTM layers and a 

Dense layer to generate the desired forecasts.

o Based on the computed values of ἍἼ and ╗Ἴ the ή-steps-ahead forecast of ╩Ἴ is computed as:

where Ὗ and ὄ represents the recurrent weights matrix and the bias vector to be optimized  based on the proposed loss 

function.



E-STGCN: EVT Module

o EVT module performs PoT approach on the pollutant data. 

o Hence, the conditional GPD for the Ὥmonitoring station at time ὸ is:

ὖὢ † ὼ ὢ᷄ †

ρ ρ
‚ὼ

‌

Ⱦ

ȟ‚ π

ρ ÅØÐ
ὼ

‌
ȟ ‚ π

where ‚ᶰᴙ  is the shape parameter and ‌ π is the scale parameter. 

ὖέὝὒᾀ .,,'0$ ÌÏÇ‌ ρ
ρ

‚
ÌÏÇρ

‚ᾀ

‌

for location Ὥ for one data point. 

o The POTL loss function is the deviance or negative log-likelihood loss from GPD

Lower NLL = Better Model Fit



E-STGCN: Optimization

o Optimize the network using the following loss function (based on the data loss and the PoT-based loss):

Hyperparameters 

(cross validation)

o   Following PINN, the final loss function of the LSTM network is formulated as a combination of the data 

loss and the POT-based loss function whenever the predicted values exceed the NAAQS threshold †. 

o Since the loss function is differentiable almost everywhere, we employ the backpropagation approach to 

train the corresponding weights. 

o The modified loss function employed for handling the temporal dependency in the E-STGCN framework 

integrates prior distributional knowledge to the predictions in case of threshold exceedances.



Fig: MCB test comparing the performance of E-STGCN with spatiotemporal and 

temporal models for PM2.5 forecasting based on CRPS metric
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Statistical Significance

*Continuous Ranked Probability Score (CRPS): Gneiting, T., & Raftery, A. E. (2007). Strictly proper scoring rules, prediction, and 

estimation.Journal of the American Statistical Association,102(477), 359-378.



Uncertainty Quantification

Å Going beyond point forecast by providing valid prediction intervals for individual forecasts.

Å E-STGCN leverages the distribution-free Conformal Prediction* (CP) technique for estimating 

uncertainty in predictions.

Å In CP method, conformal score Ὓ  is calculated based on the absolute residuals standardized with the 

conditional absolute deviation (uncertainty model: ὣ )

Ὓ
ὣ ὣ

ὣ

ÅFollowing the sequential ordering, the conformal quantile (ᴗ ) is computed using a weighted conformal 

technique with a fixed ‖-sized window ‫ ὸ ὸ ‖ȟᶅὸ ὸ as

ᴗ ÉÎÆήȡ
ρ

ÍÉÎ‖ȟὸ ρ ρ
ה ὸ ὸ ‖ ρ ‌

Å The CP interval for prediction ὣ at time step ὸ can be computed using the conformal quantiles (ᴗ  as:

ᴇὣ ὣ ᴗὣȟὣ ᴗὣ

*Xu, Chen, and Yao Xie. "Conformal prediction interval for dynamic time-series."ICML 2021.
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Probabilistic Spatiotemporal Forecasting

 

Paper: https://arxiv.org/abs/2603.07108 

https://arxiv.org/abs/2603.07108


Å Accurate forecasting of epidemics is necessary for:

    - Timely deployment of control measures

    - Allocation of medical resources                

    - Formulation of intervention strategies

Å Point forecasts have certain limitations

Motivation: Epidemic Challenge

Å Uncertainty quantification: Probabilistic forecasts quantify uncertainty, which is critical for risk 

assessment and managing extreme outbreak events



Á The field of forecasting has evolved tremendously over the last 20 years. 

Motivation: Probabilistic Forecasting

Fig. Ref: Pierre Pinsonôs Talk (2026): Can We Predict the Future of Forecasting?



ÅMany probabilistic forecasting models are available in the literature, but for temporal 

domains.

Å Some of them rely on specific distributional assumptions (e.g., DeepAR*); while some are 

based on diffusion or normalizing flow processes.

Å For the spatiotemporal domain, the literature for probabilistic forecasting is largely focused on 

climate and energy sector.

Å In contrast, epidemic datasets are generally low-volume and have low granularity. 

ÅMoreover, the existing methods (e.g., GpGp, DiffSTG, STESN) are extremely time-

consuming, especially during inference.

Probabilistic Forecasting in ST Paradigm

*Salinas D, Flunkert V, Gasthaus J, Januschowski T. DeepAR: Probabilistic forecasting with autoregressive recurrent networks. IJF 2020.



Å Engression is a generative deep distributional 

regression framework introduced by Shen and 

Meinshausen (2025).        

ÅGoal: Estimate the full  conditional distribution 

ὖὣȿὢ ὼ  rather than just the conditional 

mean.        

Å Pre-additive Noise Model (pre-ANM) : Unlike 

standard regression ὣ  Æὢ  ʂ, engression 

adds noise before the non-linear transformation:        

ὣ  Ὣὢ  ʂ

Å Engression model is extrapolative.

Ref: Shen X, Meinshausen N. Engression: extrapolation through the lens of distributional regression. JRSS-Series B, 2025

Engression: The Concept



ÅWe model the spatiotemporal dataset as a third-order tensor: ת  ɴᴙ

üὝ: Temporal dimension (time steps)      

üὔ: Spatial dimension (nodes/regions) 

üὈ: Feature dimension (variables)

Å The training dataset  ꜠  ἧ ȡȟἧ ȡ ȟ ὴ ὸ Ὕ ή, is constructed by 

taking sequential overlapping slices from the original multivariate time series.

Given historical epidemic data ת, learn a forecasting function 
Æȡᴙ  O ᴙ  to output incidence cases for all nodes for ή 
future time-steps:

                 ¹ ɴ ᴙ

The Goal

Epidemic Forecasting: Problem Formulation

t-p+1                             t    t+1                     t+q

Input sequence

ἧ ȡ

Target sequence

ἧ ȡ



Training Datasets



ÅGCEN combines Graph Convolutional Networks (GCNs) and Long Short-Term Memory 

(LSTM) with Engression.

Å Spatial Feature Extraction (GCN): Extracts spatially-aware embeddings ὤʐ using a 

weighted adjacency matrix ὃ based on Haversine distance.        

                        ὤ  Æ ὣȟ ὃȠ ɡὋὅὔ 

Å Latent Noise Injection: Random noise ʂʐ is added to the spatial embeddings:                                        

    ὤᴂ ὤ ʂ

Å Temporal Evolution (LSTM) : A LSTM module followed by a fully  connected layer 

predicts future states based on perturbed embeddings:       

        ꞊  ὒὛὝὓὤᴂȟ ꞊

Graph Convolutional Engression Network



ÅGenerate a random noise from a pre-determined distribution (e.g., standard Gaussian or 

Uniform) and add it to the spatiotemporal embeddings:

Å For each time-step, sample ὓ independent noise values.

Å Provide the ὓ different perturbed spatiotemporal embeddings to the temporal block: 

LSTM layers followed by a fully  connected layer.

Å The result is a forecast ensemble: ὓ different plausible forecasts for the desired forecast 

horizon.

ὤᴂ ὤ – 

GCEN: Noise Injection and Temporal Module



Sample noise 1

+ Perturbed Spatial 
Embeddings 1

LSTM{Ǉŀǘƛŀƭ 9ƳōŜŘŘƛƴƎǎ

Forecast Trajectory 
1

όōŀǘŎƘΣ ǇΣ bΣ 5Ωύ

όōŀǘŎƘΣ ǇΣ bΣ 5Ωύ

(batch, p, N, DΩ)

(batch, q, N)

Sample noise 2

Perturbed Spatial 
Embeddings 2

CƻǊŜŎŀǎǘ ¢ǊŀƧŜŎǘƻǊȅ 
н

Sample noise M

Perturbed Spatial 
Embeddings M

Forecast Trajectory 
M

(repeat for M times)

GCEN: An Illustration


